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Expression-to-chromatin decoding of the Arabidopsis

spaceflight transcriptome reveals a robust

Polycomb-state bias in repressed genes that is not a

SOG1 damage response

Richard J. Barker*!

'Center of Space Exploration (CoSE)

Abstract

Spaceflight reprograms the plant transcriptome, but how these transcriptional changes relate
to chromatin organisation is unexplored, largely because no spaceflight epigenomic assay
exists for Arabidopsis. We built ChromDecode-At, a reproducible pipeline that decodes any
Arabidopsis expression dataset into the chromatin-state language of the Plant Chromatin
State Database (PCSD; 36 ChromHMM states) and AraENCODE (12 states), and applied
it to every Arabidopsis RNA-seq dataset in NASA’s Open Science Data Repository (OSDR;
33 accessions). Genes down-regulated by spaceflight are strongly concentrated in Polycomb-
repressed chromatin: in OSD-37 seedlings, the AraENCODE Repression state has an odds
ratio of 8.0 (FDR 3 x 10719%) and PCSD state S15 (H3K27me3 + accessible DNA) one of
18.0. The direction replicates, with a smaller effect, in an independent ISS centrifuge dataset
(OSD-314) once its microgravity and Mars-gravity arms are analysed separately. After sample
metadata was recovered from NCBI BioSample for datasets with undocumented designs, the
signal also replicates in ISS-grown roots in two ecotypes (odds 3.1-3.7, FDR < 10~¢; Col-0
in OSD-193 and OSD-218, and Wassilewskija (Ws) in OSD-218). A pre-submission audit
re-derived every contrast from the OSDR study records and corrected three sample-coding
errors (Fig. 7). The repressed class is a coherent peroxidase and oxidant-detoxification module
(11 GO terms significant even against a state-matched Polycomb control), and all 10 of its
top GO terms replicate in OSD-314. Its promoters are enriched for AT-hook (AHL) and
ZHD-family motifs, an architecture that tracks the Polycomb state itself rather than the
flight response. A reanalysis of the only Arabidopsis ChIP-seq in OSDR (SOG1-3xFLAG
after 75 Gy gamma irradiation) finds no SOG1 binding at redox-module or Polycomb-down
promoters, which excludes the canonical SOG1-dependent damage-repression pathway. Whole-
genome bisulfite data (OSD-217) show no significant flight-induced methylation change at the
module. A power analysis indicates that about 6-8 replicates per group of a single genotype
are needed for a stable root-level enrichment test (9-12 when genotypes are mixed), and a
stratified analysis of OSD-120 shows that its 12-sample design cannot resolve a flight x light
interaction. The Polycomb-state bias of the spaceflight repression response is robust across
tissues and campaigns, is not a SOGl-style damage response, and its upstream regulator
remains unidentified. It is a concrete, testable target for spaceflight epigenomics.

Keywords: Arabidopsis thaliana; spaceflight; chromatin states; Polycomb; H3K27me3; PCSD;
AraENCODE; NASA OSDR; RNA-seq; SOG1

1 Introduction

Plants are central to bioregenerative life support for space exploration, and their transcriptomes
respond extensively to spaceflight [1-3]. Chromatin state, the combinatorial pattern of histone

*ORCID 0000-0001-5681-9857. Correspondence: richard@cosecloud.com
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marks, DNA methylation and accessibility, constrains which genes a cell can express. Polycomb
repression (H3K27me3) is a canonical mechanism of stable, heritable gene silencing in plants.
Whether spaceflight transcriptional repression targets genes in a chromatin-state-dependent manner
has never been asked, because no spaceflight chromatin assay exists for any plant. We verified
that OSDR contains no spaceflight H3K27me3 ChlIP-seq; the only Arabidopsis ChIP-seq it holds
is a ground-based DNA-damage experiment (OSD-496).

ChromDecode-At sidesteps this gap. Given an expression dataset, it maps every gene to
its (ground-state) chromatin context using the PCSD 36-state ChromHMM model [4, 5] and
AraENCODE 12-state annotations [6]. It then tests whether differentially expressed genes are
concentrated in particular chromatin classes. Here we present the full analysis programme: decoder
construction and validation, a learned expression-to-state model (negative), an OSDR-wide sweep
at three state resolutions, robustness diagnostics, functional characterisation of the repressed
module, methylation tests, a SOG1 ChIP-seq mechanism test, a tissue-matched root replication
with metadata forensics, a power analysis, and a flight x light interaction bound.

2 Results

2.1 A hybrid decoder validates on OSD-37

ChromDecode-At harmonises AGI identifiers and computes differential expression (linear models
with ecotype covariates, BH-FDR [7]). It maps genes to chromatin states via TSS-anchored
coordinates (gene body + 2kb upstream; 100% PCSD and AraENCODE coverage; 37.7% Plant-
CADB ACR overlap [8]), and tests state enrichment of up- and down-regulated genes against the
expressed genome with Fisher’s exact test (Table D1).

The first validation run used GeneLab VST counts for OSD-37 (28,067 genes x 56 samples;
four ecotypes; 117 up / 53 down at padj < 0.05, |logy FC| > 1; Table S1). Up-regulated genes
were enriched for accessible-promoter chromatin (odds 3.22, FDR 3.0 x 10~7) and depleted from
heterochromatin/TE (0.28) and Polycomb states (0.32; Table S2). Down-regulated genes were
strongly enriched for Polycomb-repressed chromatin (odds 11.46, FDR 1.4 x 10~'4) and depleted
from accessible promoters (0.14; Table S3; Fig. 1). The two independent state annotations agreed,
and locus controls behaved correctly: FLC fell in a repression state, while ACT2 and PHYB were
active (Fig. S1).

2.2 A learned expression-to-state model fails honestly

An elastic-net multinomial model predicting state group from eight expression-distribution features
reached a CV accuracy of 0.513 against a majority baseline of 0.588 (Table S4). Version 2 retrained
it on tissue-matched pairs: AraENCODE seedling expression, 28,727 genes and 11 features
including tissue-specificity statistics. It used nested CV and genomic-block CV (100-kb bins)
and reached accuracy 0.533-0.554 against a baseline of 0.549. Transfer to leaf, root and OSD-37
spaceflight data was < 0.548 in every case (Table S7, Table S9). Expression distributions do not
predict chromatin state. The block CV shows the negative is not a CV artefact, and it motivates
the deterministic coordinate-based backbone that carries every later analysis.

2.3 An OSDR-wide sweep: the signal replicates

The backbone ran on every Arabidopsis RNA-seq dataset in OSDR (33 accessions), with contrasts
auto-detected from metadata and sample-name conventions (Table S10). It produced full DE +
enrichment for 5 datasets and expression-only decoding for 18; 10 had no processed counts. DE
was computed on loge-transformed counts with ecotype covariates. An earlier raw-scale version
inflated DE roughly fivefold and was corrected. Under the corrected model, OSD-37 [9] yielded
529 up / 526 down genes (Table S52). Re-running the sweep for all five DE datasets reproduced
every count and every 12- and 36-state odds ratio exactly (Table S50). It also regenerated
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the corrected 5-group enrichment (Table S51): OSD-37 down-regulated genes are enriched for
Polycomb_repressed (odds 7.01, FDR 1.7 x 10792) and depleted from Heterochromatin_TE (0.07)
and Accessible promoter (0.38).

At AraENCODE 12-state resolution (Table S11; Fig. 2), down-regulated genes were enriched
for the Repression (Polycomb) state in OSD-37 (odds 8.0, FDR 3 x 1071%%). OSD-314 [10] is
treated separately below because the sweep mis-coded its design. OSD-37 up-regulated genes
were enriched for Active (1.57) and Transcription2 (5.4) and almost absent from Heterochromatin
(0.03). At PCSD 36-state resolution (Table S12), OSD-37 down-regulated genes converged on the
H3K27me3/accessible-promoter block. Odds were 18.0 for S15 (H3K27me3 + accessible DNA),
6.4 for S16, 3.9 for S14 and 3.3 for S13 (all FDR < 0.001). Of the 526 OSD-37 down-regulated
genes, 265 sit in Polycomb states S11-S15. Constitutive heterochromatin (S29-S36) was depleted
in both directions across datasets. Spaceflight-repressed genes are therefore a coherent class of
promoter-accessible, Polycomb-marked euchromatic genes. One derived claim from the uncorrected
DE (OSD-314 down genes in Active chromatin) is retracted.

2.4 OSD-314: the direction replicates, the magnitude does not

OSD-314 is a three-arm ISS centrifuge experiment: 0g (n =5), 1g (n = 6) and Mars 0.3 g (n = 6),
crossed with red light or darkness (Table S53). The sweep’s sample-name parser recognised the 0G
and 1G tokens but not “03g”. The contrast-coding step then treated the six unparsed Mars-gravity
samples as treatment, so the published contrast was 0g + 0.3 g pooled (11) against 1g (6), with
no light term. Coding gravity and light explicitly (Table S54) gives far more DEGs: 1,457 up
/ 1,921 down for Og vs 1g, and 1,105 / 1,238 for 0.3g vs 1g, both with light as a covariate
(Table S55-Table S56). The Polycomb bias of down-regulated genes keeps its direction at a much
smaller magnitude. AraENCODE Repression odds are 1.38 (FDR 2.7 x 1079) for 0 g and 2.04
(FDR 2.6 x 1072!) for 0.3g. The 5-group Polycomb odds are 1.23 and 1.76 (Fig. 7a). All Og
sample identifiers share a different prefix from the 1 g and 0.3 g samples, which suggests a separate
processing batch. We could not confirm this from the study record, so the 0 g contrast may be
batch-confounded.

Up-regulated genes. In the published (pooled) contrast, OSD-314’s 47 up-regulated genes were
strongly enriched for Polycomb CDS states: S11 (odds 22.4), S12 (4.2) and S13 (5.7) (Table S12).
Under correct coding, up-regulated genes remain enriched for Polycomb chromatin (5-group odds
2.59 and 2.76, FDR < 107%°) and for S11 (odds 2.05, FDR 4.5 x 107?; and 1.95, FDR 6.8 x 107%).
The “escape from Polycomb repression” reading therefore survives in direction, but at about a
tenth of the published S11 effect (Fig. 7b).

Diagnostics on the corrected contrasts. The five robustness diagnostics were first run on
the published 47-gene set (Fig. S16; Table S13—Table S17). We re-ran them with the same code
and random seed on both corrected contrasts (Table S58-Table S62). Re-running the published
contrast reproduced Table S13, Table S15 and Table S16 exactly (Table S64), so the code paths
are unchanged (Fig. 3). The diagnostics keep that script’s odds definition, which counts DEGs
that have no PCSD state as outside every state. Their odds are therefore slightly lower than the
sweep-style values above (e.g. S11 1.90 vs 1.95 for 0.3g). (i) Null calibration. In both corrected
contrasts, every tested Polycomb state exceeds the 99th percentile of 10,000 random gene sets of
equal size (empirical p < 4 x 107%). For 0.3g vs 1g (n = 1,105 up genes), the odds are 1.90 for
S11, 1.84 for S12, 2.95 for S13 and 3.61 for S15. For 0g vs 1g (n = 1,457) they are 1.83, 1.55,
2.91 and 3.09. The enrichment has therefore moved: the published S11 concentration (22.4) does
not survive, while S13 and S15, which were null in the published set (S15 odds 1.4, empirical
p = 0.51), carry the corrected signal. (ii) Downsampling control. This test asks whether a small
gene set could reach the observed odds by chance. It is not applicable to the corrected contrasts:
they have more up-regulated genes (1,105 and 1,457) than the 529 OSD-37 genes it draws from,
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and at these set sizes small-sample inflation is no longer a concern. (iii) Threshold grid. At pad]
< 0.05, S11 odds rise with DE stringency from 1.03 to 1.90 to 3.16 (0.3 g) and from 0.99 to 1.83 to
3.55 (0g) as the |logy FC| threshold increases from 0.5 to 1 to 2 (Table S60). (iv) Threshold-free
enrichment. The 1,944 Polycomb genes give a running-sum maximum of 0.196 (0.3 g) and 0.163
(0g), and no permutation of 1,000 reached it in either contrast (p < 0.001; Table S61). The curves
also dip below zero at the down-regulated end (minimum —0.135 and —0.091), so Polycomb genes
are over-represented at both extremes of the ranking. (v) Gene identity. 255 (0.3g) and 302
(0g) up-regulated genes sit in these Polycomb states (Table S62). In summary, the “escape from
Polycomb repression” reading survives correct coding and every applicable diagnostic, but as a
broad, moderate enrichment (odds 1.5-3.6) across S11-S15 rather than the 22-fold S11 effect
originally reported.

2.5 The repressed class is a redox/peroxidase module in AHL/ZHD promoter
architecture

We compared three gene sets: the target (Polycomb-down, n = 265), control 1 (non-Polycomb-
down, n = 241) and control 2 (state-matched Polycomb non-DE, n = 3,303).

GO. Against the genome, 18 terms were significant (TAIR GAF, hypergeometric, BH-FDR [11];
Table S19), dominated by oxidative stress. They include peroxidase activity (11.1x), heme binding
(7.2x), hydrogen peroxide catabolic process (13.6x) and cellular oxidant detoxification (8.8x).
Eleven terms remain significant against the state-matched Polycomb control, so the flight-repressed
subset is functionally a redox module, not a random Polycomb slice (Fig. 4).

Motifs. We scanned 897 JASPAR 2024 plant motifs [12] over strand-aware 2kb promoters with
per-motif p < 10~ thresholds (Table S18). Against the genome, 268 motifs were significant.
They include ZHD1 (2.9x), the AT-hook family AHL12/13/25 (up to 5.7x) and NTL9. No motif
survives BH-FDR against the state-matched control (best nominal: NTL9, odds 2.1, padj 0.084),
so the motif layer tracks the Polycomb state, not the response. Promoter GC content is similar
(target 0.310 vs control 2 0.320; Table S20), which excludes GC artefacts. The published OSD-314
replication used the pooled contrast and only 18 Polycomb-down genes (Table S21). Repeated on
the corrected contrasts (Table S63; Fig. 3d), the module replicates with far more power. Of the
top 10 OSD-37 GO terms, all 10 are enriched at BH < 0.05 among the 268 Polycomb-down genes
of the 0.3 g contrast, and 9 of 10 among the 314 of the 0 g contrast. Folds are 4.2-8.4x for the
redox terms (0.3 g), for example monooxygenase activity 8.4x, peroxidase activity 5.3x and heme
binding 6.8x. The repressed redox module is therefore a replicated feature of an independent ISS
experiment, not just of OSD-37.

2.6 No flight-induced methylation change at the module

With no spaceflight H3K27me3 data, we tested the slow-turning epigenetic layer using OSD-217:
Wassilewskija (Ws) ecotype, root and leaf WGBS, flight vs ground [13]. These data were processed
by the authors against the ecotype-matched Ws reference assembly with bsmap and MOABS
[13-15]. Following the OSD-217 processing protocol in OSDR, a cytosine was retained only if it
reached >20x coverage in at least 2 of the 3 replicates of each sample. Gene-body tests found
no significant change for the 23-gene redox module (minimum padj 0.07; root CHG nominal
p = 0.012; Table S22). Promoter-window tests (2kb, 100-bp bins, 21,299 genes; Table S23) also
found nothing that survives BH-FDR (minimum padj 0.099; Table S23-Table S24). The module
shows directionally consistent nominal CHG gains in both tissues (p ~ 0.011). Baseline promoter
CG methylation of the Ws-defined Polycomb-down module is elevated in root (median 0.52 vs 0.02,
p = 0.043, n = 6; not BH-significant). Flight logoFC correlates only weakly between OSD-217 (Ws
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root) and OSD-37 (Col-0 seedlings): » = —0.17 over 63 genes (Table S25). This reflects ecotype,
tissue and campaign confounding, and motivates the tissue-matched replication below.

2.7 SOGI1 does not bind the module: excluding the damage-response pathway

SOGL is the plant NAC-family master regulator of the DNA-damage response [16]. In the OSD-496
study it is the major transcriptional activator of the response, while MYB3R factors repress the
most strongly down-regulated genes [17]. If spaceflight repression of the redox module were a
direct SOG1 damage response, SOG1 should occupy the module’s promoters. We reanalysed
OSD-496 [17]: 10-day-old Col-0 seedlings expressing pSOG1::SOG1-3xFLAG, sampled 20 min and
1h after 75 Gy of Co-60 gamma irradiation (3.75 Gy/min), with wild-type IP controls. That gives
six single-end libraries of 10.6-17.8 M reads (SRA SRP136806). We aligned the reads to TAIR10
with HISAT?2 [18] (-no-spliced-alignment) and called MACS2 [19] narrow peaks (¢ < 0.01,
IP vs matched-timepoint input). This gave 56 peaks at 20 min and 100 at 1h. SOGI1-IP vs
wild-type-IP gave 160/180 peaks. Of the 1-h peaks, 67/100 overlap a 2kb promoter, and the
median peak-to-TSS distance is 194 bp.

The result is a clean negative (Table S26; Fig. 5). Across the peak union, no SOG1 peak falls
in a redox-module promoter (0/23) or a Polycomb-down promoter (0/265) at either timepoint (all
Fisher padj = 1.0). Three of 3,303 background promoters are bound. The spaceflight repression
of the module is therefore not a recapitulation of SOG1’s direct damage targets. Whether the
MYBS3R repressors bind these promoters was not tested here.

2.8 Tissue-matched root replication, with metadata forensics

We enumerated all 62 Arabidopsis OSDR studies (33 with RNA-seq, 10 mentioning root tissue)
and resolved the field by QC (Table S27). Each candidate’s platform and genotypes were then
re-read from its OSDR study record and BioSample titles during the pre-submission audit. ISS
root datasets: OSD-120 (CARA root tips [3]), and OSD-193 [20] and OSD-218, both from the
APEX-03-2 payload. OSD-193 and OSD-218 ship counts keyed by GSM/SAMN accessions with
empty OSDR factor values, so every sample ID was resolved to its condition via NCBI BioSample
(e.g. “Spaceflight, 8 days old, Col-0 Rep4”; Tables D4-D7). OSD-193 is Col-0 and sku6; OSD-218
is Col-0 and WS (16 samples each; OSDR writes the Wassilewskija ecotype as both “Ws” and
“WS”). Suborbital datasets: OSD-624, Col-0 on Virgin Galactic Unity 22 [21]; and OSD-406, Col-0,
WS and skub on Virgin Galactic VP-03 and Blue Origin NS-12 [22]. OSD-281 was excluded
on recovery because it holds 16 skud-mutant and 16 Ws samples and no Col-0. Documented
exclusions are OSD-217 (Ws), OSD-219/427 (no counts), OSD-411/480 (EMCS partial gravity)
and OSD-208 (no flight factor).

ISS roots. With age as a covariate, OSD-193 Col-0 WT (8 v 8) gave 97 up / 181 down,
Polycomb odds 3.06, padj 2.2 x 10710 (Table S29, Table S31-Table S32). The v8 run of OSD-218
entered all 32 samples as “Col-0” because the BioSample parser did not recognise “WS”. Re-run
by genotype (Table S48), Col-0 alone (8 v 8) gives 96 up / 182 down, odds 3.12, padj 7.6 x 10~
(Table S49), and WS alone (8 v 8) gives 81 / 82, odds 3.74, padj 6.5 x 10~7. The pooled run
with genotype as a covariate gives odds 3.06. The v8 pooled estimate (odds 3.14, padj 4.7 x 10~7;
Table S33-Table S34) is therefore numerically unchanged, but it is now attributed correctly: the
root-level Polycomb bias replicates in two ecotypes. OSD-120 restricted to Col-0 WT collapses to 2
down genes after light/day covariate control (Table S38-Table S39); its power is examined below.

Suborbital roots. OSD-624 (minutes of microgravity on a suborbital flight) is null: 36 down
genes, odds 0.76, padj 0.81 (Table S35-Table S37). The v8 analysis treated OSD-624 as an orbital
root dataset and read its null as a campaign difference. The study record shows it is suborbital,
so the null no longer weighs against the ISS replications. The v8 run of OSD-406 pooled three



227

228

229

230

231

232

233

234

235

236

237

238

239

240

241

242

243

244

245

246

247

248

249

250

251

252

253

254

255

257

258

259

260

261

262

264

265

266

267

268

269

270

271

272

273

274

genotypes and two rockets with no covariates and found 1 down gene (Table S40-Table S41).
With genotype and rocket as covariates it gives 23 up / 38 down, Polycomb odds 3.17, padj 0.0074
(Table S48). Genotype and rocket are partly confounded in that design (sku5 flew only on Blue
Origin, Col-0 only on Virgin Galactic), so we treat this as a discovery-level observation. The Col-0
subset alone (3 v 3) has no DEGs.

In summary, the Polycomb enrichment of flight-repressed genes replicates in every adequately
powered ISS root contrast (OSD-193 Col-0; OSD-218 Col-0 and WS) at roughly half the seedling
effect size. The corrected 5-group Polycomb odds for OSD-37 is 7.01 (Table S51). OSD-193 and
OSD-218 share the APEX-03-2 payload, so they are not fully independent replications.

2.9 Power: replicates needed for a stable root-level enrichment test

How many replicates would a root study need? Effect sizes were anchored to this project’s own
observations (odds 3.1 at root level, 7.0 at seedling level) with a background Polycomb fraction
of 0.141 (4,812 of 34,054 genes), & = 0.05 and 80% power. Simulating the enrichment test alone
shows that ~40 down-regulated DEGs are needed at root-level odds, or ~15 at seedling-level
odds (Fig. 6b; Table S42). Running the full pipeline on k replicates per group subsampled from
OSD-218 (20 draws each; Table S43), power is 0-15% at k = 2-6, 50% at k = 8, and 100% at
k = 12-16 in a clean design. At k = 16 the draws reproduce the full result exactly (117 down
genes), which validates the pipeline. Interpolating gives ~9-10 replicates per group in a clean
design and ~11-12 with OSD-120’s light x day covariate burden. OSD-120’s Col-0 W'T contrast
(6 v 6) sits at ~10-15% power on this pooled curve. The subsampling pool mixes the Col-0 and
WS samples of OSD-218 without a genotype term, which adds draw-to-draw composition noise.

Col-0-only power. Repeating the subsampling on the 16 Col-0 samples alone (8 v 8; Table S65—
Table S66; Fig. 8a) gives power of 0-25% at k = 24 and 70% at k = 6 (mean 84 down genes).
At k = 8 every draw is the full Col-0 set, which reproduces the Col-0-only result exactly (182
down genes; Table S49) and is significant, but this is a single result rather than a sampling
estimate. Before running it, the script reproduced Table S42-Table S43 exactly (Table S68).
With two nuisance covariates mimicking OSD-120’s burden, Col-0 power is 25% at k = 6. A
genotype-homogeneous design therefore needs about 6-8 replicates per group, and the pooled
estimate of 9-12 is an upper bound inflated by genotype mixing. The Col-0 pool is too small to
resolve the curve above k = 6, and draws at k = 6 overlap heavily, which may flatter that point.
OSD-120’s Col-0 WT contrast (6 v 6, with a light covariate) sits between the 25% and 70% curves.

2.10 Bounding the flight x light interaction in OSD-120

The additive model’s collapse could hide a real flight x light interaction absorbed into the light
term. The Col-0 WT design is a balanced 2x2 factorial (FLT/GC x Alight/dark, 3 replicates per
cell, all Day 13), so the interaction is directly estimable (Table S44-Table S47; Fig. 6¢). Within
Alight there were 1 up / 0 down genes; within dark, 2 up / 1 down, the latter not in a Polycomb
state. The Polycomb-down module (37 genes taken from the pooled Col-0 + WS OSD-218
run) trends down within Alight (median logaFC —0.31) but up within dark (40.16). In the full
12-sample model (expression ~ condition + light + condition:light), only 4 genes genome-wide
show a significant interaction (padj < 0.05, |logys FC| > 1), and the median |interaction| is 0.50.
Neither the redox module (23 genes; median |interaction| 1.26) nor the Polycomb-down module
(37 genes; median 1.18) contains a significant interaction. The additive null is not explained
by a large masked interaction. Taking the module from the Col-0-only OSD-218 run instead
(58 genes; Table S67; Fig. 8b) gives the same picture: no gene with a significant interaction,
median |interaction| 0.93, and module medians of —0.31 within Alight and +0.11 within dark.
The redox-module and pooled-module rows reproduce Table S44 exactly (Table S68). But at 3
v 3 per stratum this is a bound on detectable interaction, not evidence of absence: OSD-120’s
design cannot resolve the interaction on the Polycomb module.
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Figure 1: The decoder on OSD-37 (v1). (a) Chromatin-state distribution of genes. (b) Volcano
plot coloured by chromatin-state group. (c, d) State-group enrichment of up- and down-regulated genes
(Tables S2-S3).



AraENCODE 12-state model: enrichment of down-regulated DEGs
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shortened (...); full lists in the PCSD state table. Source: sweep_enrichment36_long.csv (512).
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Figure 2: OSDR-wide sweep: down-regulated genes concentrate in Polycomb states. (a)
AraENCODE 12-state enrichment of down-regulated DEGs across datasets with DE (Table S11). (b) PCSD
36-state enrichment (Table S12); colour is clipped at odds 0.2 and 5. Only datasets with >10 DEGs are
shown, and the OSD-314 column uses the published pooled contrast (Fig. 7). Up-regulated counterparts
are Figs. S5 and S6.
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terms among OSD-314 Polycomb-down genes; * BH < 0.05 within contrast (Table S63). Generated by
code/qc_osd314_figure.py. The original published-set diagnostics are Fig. S16.



GO over-representation in Polycomb-down genes (FDR < 0.1; table 519)
BP biological process, MF molecular function, CC cellular component

JASPAR 2024 motifs: Polycomb-down promoters vs expressed genome
heme binding [MF] { @) top 12 enriched and 12 depleted at FDR < 0.05 (n target = 265; table 518)
target hits
peroxidase activity [MF] - [ ] GLYMA-10G230700 (MA2642.1) > e 265/265
5.0
ZHD10 (MA1807.2) 1ame 264265
lactoperoxidase activity [MF] @
RVES (MA1182.2) 79% 264265
45
hydrogen peroxide catabolic process [BP] { ° ATHE-23 (MA1327.3) 750 2641265
HDG1 (MA1369.2) 67 2621265
cellular oxidant detoxification [BP] |
o) ° 40 2405 (A1326.2) s 261265
membrane [cc] 4 . AHL2S (MA0934.1) 7o 2577265
35 AHLL3 (MA2374.1) .0t 254265
response to oxidative stress [BP] [ ] = GLYMA126168700 (MA2660.1) 5.0 2591265
2
‘oot development (891 { ° 3089 TCX6 (MA1380.1) a8 254265
g HBIL (MA1025.2) ase 2631265
iron ion binding [MF] - [ ] ! TSO1 (MAL161.1) azee 2591265
25
oxidoreductase activity, acting on paired HSFAGA (MAL760.1) 0260 258265
donors, with incorporation or reduction of - [
molecular oxygen [MF] TraesC52D026576500 (MA2749.1) 030+ 71265
monooxygenase activity [MF] | [ ] 20 RAMOSAL (MA1416.1) 0.30% 233/265
REF6 (MAL415.2) 034w 2321265
defense response [BP] -| °
15 GLYMA-14G030700 (MA2644.1) 035+ 117265
response to salt stress (8] - ° ARF4 (MAL697.2) 035+ 117265
10 SLERFF 5 (MA2734.1) 0.36%% 233265
plasma membrane (CC] | [ ]
CANTAS (MA2376.1) 0360 2531265
vacuole [€C] ° MNB1A (MA0053.1) 037 2551265
ERFS (MA1225.1) LEESS 35265
4 1 2 3 4 5 ERFO36 (MA1253.2) 0.0+ 2497265
Fold enrichment (Polycomb-down vs Polycomb non-DE) ERFB (MA0994.3) 0azeer 251265

e v4 12 1 2 4 8 16 2

0dds ratio (log2 axis; Fisher exact test)
Genes in term
10 2

O Osn M OR>1,FDR <005 M OR>1ns. BN OR<1FDR<0.05 o OR <L ns

(a) (b)

Redox module: 23 Polycomb-down genes (253 edges; edge = shared redox GO term or motif target)

‘@
y 9

e R T5G19890
-AT1G09090

o
log2 fold change (spaceflight, down)

{23838t
-2

-4

(c)

Figure 4: The repressed Polycomb class is a redox/peroxidase module. (a) GO over-representation
against the genome and against the state-matched Polycomb control (Table S19). (b) JASPAR motif odds
ratios in Polycomb-down promoters (Table S18). (¢) The 23-gene redox module, connected by shared redox
GO terms or shared top-motif targets. Node colour is the spaceflight logoFC (Table D3).
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3 Discussion

Three findings organise this work. First, spaceflight repression is chromatin-state-biased.
Down-regulated genes concentrate in Polycomb-repressed, promoter-accessible euchromatin across
datasets, tissues and state resolutions, while constitutive heterochromatin is inert. The bias is not
expression-driven, since the learned layer fails honestly, and it is not explained by promoter GC
content (state-matched controls).

Second, the repressed class is a coherent redox/peroxidase module. It is distinguishable
within the Polycomb class by function (11 GO terms) but not by promoter motif architecture: the
AHL/ZHD motifs track the state, not the response. This decouples “which genes are in Polycomb
states” from “which Polycomb genes respond to spaceflight”, which is the central question the
project reduces to.

Third, the mechanism is not the canonical damage pathway. SOGI1, the master
regulator of the plant DNA-damage response and the only damage-response TF with ChIP-
seq in OSDR, does not bind the module’s promoters after gamma irradiation. Together with
the methylation nulls, this leaves the driver of the state bias unidentified. Candidates include
AHL/ZHD-family chromatin-associated factors (the motif layer), light /circadian machinery, and
campaign-specific hardware effects (the OSD-624 null).

The power analysis turns the field’s inconsistent root results into a design requirement. Most
root datasets in OSDR are underpowered for this test by a factor of two or more, and a stratified
reanalysis cannot rescue an underpowered factorial design. The practical upshot is that the
Polycomb-state bias is a robust, replicable feature of the Arabidopsis spaceflight transcriptome.
The field needs a spaceflight H3K27me3 ChIP-seq or CUT&RUN assay with >8 replicates per
group of a single genotype to convert the ground-state-decoded bias into a demonstrated dynamic
mark change.

Limitations

e All chromatin states are ground-state annotations. The decoder tests enrichment of
response genes in pre-existing states, not dynamic mark changes.

o OSD-193 and OSD-218 share a payload and lab. OSD-624’s null may reflect DE depth (36
down genes) or genuine campaign differences, and tissue is confounded with campaign.

o Motif and GO findings are correlative and discovery-only; AHL/ZHD binding has not been
validated by DAP-seq or ChIP.

o Methylation tests are power-limited (3 replicates; 14-72 module genes in Ws) and ecotype-
mismatched to the Col-0 discovery datasets.

e The SOG1 ChIP-seq used an acute 75 Gy gamma dose, orders of magnitude above spaceflight
exposure, in 10-day-old Col-0 seedlings at two timepoints. Binding under chronic low-dose
exposure, other damage regimes or other tissues is not excluded, and the MYB3R repressors
were not tested.

e The power curve inherits OSD-218’s effect size and dispersion. Its Col-0-only version is
limited to & < 8 by the 8 v 8 pool, so it cannot be extended to larger designs. The OSD-120
stratified strata (3 v 3) are underpowered, so the interaction result is a bound.

e OSD-406 and OSD-624 are suborbital (minutes of microgravity), and the EMCS partial-
gravity datasets cannot answer the FLT/GC question as designed.

o The OSD-314 0 g arm may be batch-confounded (its sample identifiers differ from the 1 g and
0.3 g samples), so the 0.3 g contrast is treated as primary. The original OSD-314 diagnostics
(Tables S13-S17, S21) describe the pooled contrast and are superseded by Tables S58-S63.
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4 Methods

Pipeline

Python 3.11. The core module chromdecode.py provides: ID harmonisation (clean_agi); counts
loading; DE (differential_expression_any: linear models on logy(counts) with condition +
covariates, BH-FDR); coordinate mapping (TAIR10 [23], TSS-anchored gene body + 2kb); state
assignment (PCSD 36-state segments, AraENCODE 12-state seedling track, in which 8 of the 12
state labels occur at gene TSSs; PlantCADB ACR overlap); enrichment (Fisher exact, BH-FDR);
and an expression-only fallback decoder. A check script (test_chromdecode.py) runs 21 checks
on loci with known annotations.

Data

PCSD (36 ChromHMM states, 290,553 segments) [4]; AraENCODE (12 states, TPM matrix,
gene annotation) [6]; PlantCADB ACRs [8]; NASA OSDR metadata API and GeneLab-processed
counts [1, 2]; JASPAR 2024 plant PFMs [12]; TAIR GO annotations and go.obo [11]; and the
TAIR10 genome. The source data are not redistributed. Accessions and expected paths are listed
in DATA_SOURCES.md.

ChIP-seq reanalysis

HISAT2 2.2.1 on an index built from TAIR10 (single-end, -no-spliced-alignment); samtools
sort/index; MACS2 2.2.9.1 callpeak (-f BAM -g 1.2e8 -q 0.01; IP vs matched-timepoint input;
wild-type-IP specificity check). Promoter overlap uses strand-aware 2 kb TSS intervals, tested with
Fisher’s exact test against an expressed non-DE background and BH-FDR. Occupancy is samtools
per-100-bp bin counts scaled to RPM. The commands are in code/hpc/sogl_alignment .md.

Metadata forensics

NCBI E-utilities (esearch + esummary, db=biosample) for GSM/SAMN sample IDs; titles were
parsed into condition, age, genotype and replicate. Median-ratio size-factor scaling was used where
only unnormalised counts exist.

Power and interaction analyses

Empirical power: the full pipeline was re-run on k € {2,3,4,6,8,12,16} replicates per group
subsampled from OSD-218, with 20 draws per k, with and without two random binary nuisance
covariates mimicking OSD-120’s light x day design. Analytic power: simulated Fisher tests at
odds 3.1 and 7.0 against a background fraction of 0.141. Interaction: gene-wise linear model
expression ~ condition + light + condition:light on the 12 OSD-120 Col-0 WT samples, with
BH-FDR across genes.

Pre-submission audit and corrections

Before submission, every dataset’s platform, genotypes and design were re-read from its OSDR
study record and NCBI BioSample titles. Every sweep result was then regenerated from the public
counts with the pinned environment (code/qc_sweep_rerun.py, code/qc_genotype_rerun.py).
The re-run reproduced the archived counts and odds ratios exactly (Table S50; S48, first two rows),
and it found four problems, all corrected in the text above. (i) OSD-314’s Mars-gravity samples
(“03g”) were not parsed, and the contrast coding counted them as treatment (Table S53). (ii)
The BioSample parser did not recognise “WS”, so OSD-218’s 16 WS samples entered a contrast
described as Col-0. (iii) OSD-406 was described as Col-0, but it holds Col-0, WS and skud from
two rockets. (iv) OSD-624 was described as an orbital dataset; it is a Virgin Galactic suborbital

12



362

363

364

365

366

367

368

369

370

371

372

373

374

375

376

377

378

379

380

381

382

383

384

385

386

387

388

389

390

391

392

393

394

395

396

397

398

399

flight. Two archive-level problems were also fixed. The 5-group sweep table exported from
the analysis workspace predated the logs correction, and it has been replaced by a regenerated
table (Table S51). The significance stars in the original 5-group heatmap were misaligned by a
column-order bug in aggregate_sweep.py. The OSD-314 diagnostics and GO replication were
re-run on the corrected contrasts (code/qc_osd314_diagnostics.py, which first reproduces the
published tables exactly; Table S64). The power subsampling and the OSD-120 module bound
were re-run with OSD-218 Col-0 only (code/qc_colO_power_bound.py, which first reproduces
Table S42-Table S44 exactly; Table S68).

Statistics

Fisher exact (one-sided where enrichment is directional); BH-FDR within test families; hyper-
geometric GO over-representation; permutation-based null calibration and GSEA (1,000-10,000
draws); genomic-block CV for the learned layer. Thresholds are padj < 0.05 and |logy FC| > 1
unless stated. All results are discovery-only.

Data availability

All result tables are in supplementary_tables/ (Tables S1-S68, indexed in its README.md),
with small derived data in data/derived/ (Tables D1-D7). All 52 figures (SVG + PNG) are
in figures/. The complete per-version project record is reports/report_chromdecode_at.md.
Source data are public and listed in DATA_SOURCES.md. Repository: https://github.com/
dr-richard-barker/ChromDecode-At. Archived release: Zenodo DOI to be assigned on first
release.

Code availability

All 33 analysis scripts are in code/ (MIT licence). chromdecode.py is the core module.
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SOG1 ChlIP-seq (OSD-496): peak overlap per gene set (table 526)
Labels: genes with peak / genes in set; no test reaches FDR < 0.05
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Figure 5: SOG1 does not bind redox-module or Polycomb-down promoters after DNA damage
(OSD-496). (a) Fraction of promoters with a SOG1 peak, per gene set and timepoint (Table S26). (b) 1-h
SOG1 promoter occupancy (RPM per 100-bp bin) by gene set.
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Figure 6: Root replication, power and the OSD-120 interaction bound. (a) Polycomb-state odds
ratio of down-regulated genes per dataset, as computed in v8 (Tables S29, S32, S34, S37, S39, S41). The
OSD-314, OSD-218 and OSD-406 bars use the v8 contrasts; Fig. 7 gives their corrected values. OSD-624
and OSD-406 are suborbital flights. (b) Power by replicates per group (empirical OSD-218 subsampling)
and by number of down-regulated DEGs (simulation; Tables S42-S43). (¢) OSD-120 Col-0 WT flight effect
within each light stratum and the gene-level condition x light interaction (Tables S44-S47).
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A Down-gene Polycomb enrichment: published vs corrected contrast B OSD-314 up genes in S11
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Figure 7: What the pre-submission audit changed. (a) Down-regulated-gene Polycomb (5-group)
odds ratio under the published contrast (grey) and the corrected contrast (blue). OSD-314: the published
contrast pooled 0g and Mars 0.3 g against 1 g, and the corrected contrasts separate the arms and add light
as a covariate (Table S54). OSD-218: the published run pooled Col-0 and WS, and the corrected runs
split them by genotype (Table S48). OSD-406: the published run pooled three genotypes and two rockets
without covariates (Table S48). (b) OSD-314 up-regulated genes in PCSD state S11, published vs corrected.
Stars: BH-FDR < 0.05 (*), < 0.01 (**), < 0.001 (***). Generated by code/qc_figure.py.
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Figure 8: Power and the OSD-120 interaction bound with OSD-218 Col-0 only. (a) Empirical
power of the Polycomb enrichment test by replicates per group, from 20 subsampled draws per k. Grey:
the published pooled Col-0 + WS pool (16 v 16). Blue: Col-0 only (8 v 8). Dashed: two random nuisance
covariates mimicking OSD-120’s design. At k& = 8 the Col-0 draws are identical (Table S43, Table S65).
(b) Median flight logoFC of module genes within each OSD-120 light stratum, for the redox module and
for Polycomb-down modules taken from pooled, Col-0-only and WS-only OSD-218 runs. Annotations
give module size, number of genes with a significant flight x light interaction, and median |interaction|
(Table S67). Generated by code/qc_col0_figure.py.
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